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boring intro, snide comments



Overall Idea

• The more code coverage in your template(s),
the more coverage in your fuzzer

• Plenty of previous work
• Opstad (MS), Miller, Greene / Amini, Blazakis…

– Nothing much THAT WORKS for Windows
– Lots that say they work but don’t

• Related: differential reversing, differential fault
location, differential differencing of diffs...



Overall Idea

1. Get a ton of files
2. Trace them for coverage
3. Get minimum set with the maximum coverage

• Fuzz the minset
• you=(evil&&rich) || (good&&famous)



Surveyor + FETCHING
Step 1: Getting a ton of files



Scouring the Interwebs

• Google problems
– No official API

• AJAX search not-withstanding

– Actively blocks bots from scraping
• Captcha
• Cookie based detection

– Many proxies are already blacklisted
• Captcha



Bing Me.

• Official API
• Turns a blind eye to “abuse”

– Desperate for any sort of attention at all?
• Doesn’t even verify email address for API key!  
• Lots of Python support
• Max 1000 responses per query
• File types are limited (DOC, PDF, RTF, PPT ...)



surveyor.py

$ python surveyor.py –help
Usage: surveyor.py [-k] [-t] 'SEARCH TERMS‘
Options:
-h show this help message and exit
-k KEY Bing API key
-t FILETYPE File type e.g. [DOC, PDF,...]
-Q QUERY query words



fetching.py

• Asynchronous, massively parallel downloader
• Many features, very versatile
• Seriously scaleable

– Production tested with millions of pages a day
– (if you have the hardware and bandwidth)

• Based on Python gevent
– Wrapper for greenlets / libevent
– Transparently asynchronous
– Can use stdlib modules



fetching – without gevent

# download a file
import urllib2

def download(url):
    data = urllib2.urlopen(url).read()
    fp = open(url.split("/")[-1], "w")
    fp.write(data)

 def main():
     for url in urls:
         download(url)



fetching – with gevent
### now with 1000x more asynchronous power!
import urllib2
import gevent
gevent.monkey.patch_all()

def download(url):
    data = urllib2.urlopen(url).read()
    fp = open(url.split("/")[-1], "w")
    fp.write(data)

def main():
    pool = gevent.pool.Pool(1000)
    pool.map(download, urls)



fetching.py
$ python fetching.py –help
Usage: fetching.py [options]
Options:
-h, --help show this help message and exit
-c NTRIES tries before abandoning request
-f FNAME input file for URLS
-J CONCURRENT number of fetcher threads
-d OUTPUT_DIR output directory
--md5   rename files to md5sum of content
--noclobber   Don't overwrite existing files
--backdoor=PORT  management via telnet
--timeout=TIMEOUT     timeout for each page (in SECS)
--stdout              report files on STDOUT



Putting it together....

$ cat wordlist.txt | ./surveyor.py --filetype PDF \
| ./fetching.py -J 16000 --backdoor=8008 --md5 \
--noclobber --dir=output

• Feed "wordlist.txt" into surveyor
• Get PDF document URLs
• Spawn fetching w/ 16000 worker threads
• Start monitoring backdoor on port 8008
• Save only 1 of each file
• Use <md5sum>.pdf  as filenames
• Save files in ./output



Warez

• Download here:
https://github.com/grugq/fetching

• Pros:
– Independent of tracing tools
– Many other uses, even not counting porn

• Bugs:
– Hacker-level documentation (little)



ccovtrace
Step 2: Tracing them for coverage



Tracing is Easy

“last I checked, building a decent
coverage analysis tool is a 20-
line diff to the examples that
come with PIN, no ?”

-- Halvar Flake, DailyDave Oct 29, 2010

( PS: Yes. )



Roads to FAIL

• Using static analysis + breakpoints
– Base static analysis is not 100% accurate
– pydbg can haz insert 100 million 0xCC ? Oh NOES!!1!
– Dynamic code

• Tracing in the main image only
• Testing on dinky little toy apps
• Using string operations on asm mnemonics
• Many tools have travelled these roads...  



Road to WIN

• It’s 2010. We’re supposed to be in space ffs.
• Use PIN!
• Very stable, good docs, good community
• We used to use DynamoRIO

– Faster, nicer API
– Hard to build tools on Win32
– Hates us; randomly stopped working
– Might work for you...



ccovtrace.dll

• Dynamic instrumentation – gets ALL blocks
• We trace ALL basic blocks and then whitelist

– We’re tracking edges <addr>   < addr> not nodes
– Can’t get ‘half’ edges without tracing everything

• Records edge ‘weight’ (times travelled)
– which we don’t use yet



ccovtrace.dll

• Anything we don’t care about is a raw address
– converted to an OUTSIDE index in postprocessing

• Anything we do care about is mod+0xffset
• Simple textfile output



ccovtrace.dll

• Very much not rocket science
• “Fast Enough” – 2-5+ minutes to trace Word
• “Stable Enough” – no faults in 100k+ traces
• Use the binary in the repo if you think The

Grugq is a trustworthy fellow
• Build it yourself if you are sane



SET THEORY
Long and tedious detour



Compsci is Hard! ... Let’s go Shopping!



Set Cover Problem

“Inapproximability results show that the greedy
algorithm is essentially the best-possible polynomial
time approximation algorithm for set cover, under
plausible complexity assumptions.”

-- Wikipedia

Personally, I think “inapproximability” is a stupid word...



Greedy Algorithm

• Sort sets by size (edges covered in trace)
• Add the best set to the minimum set
• Remove all its edges from the remaining sets
• Delete any sets that are now empty
• Repeat



Greedy



Greedy



Greedy



Greedy

Compsci is Hard! ... Let’s go Shopping!



Stupid Iterative Algorithm

• As files come in:
• Does it add new edges to the total corpus?

– Keep it

• Lots of programs run code in dynamic areas
• eg, we ran Word 10x with the same file

– still has ‘new’ blocks
• minset=full_set is just as good, and O(1)  



Improved Iterative Algorithm

• As files come in:
• Does it add new edges to the total corpus?

– Keep it
– Merge any overlapped sets, delete those files

• Else, does it consolidate 2 or more sets?
– Merge those sets and keep it



Thoughts

• The Iterative algorithm is “free”
– We run it as traces come in

• The Iterative algorithm is Iterative
– We can see how the “curve” looks in realtime
– We can define automatic stop conditions
– Watching it run is billable hours



Thoughts

• Greedy produces smaller sets than Iterative
– ~75-85% of the size

• Iterative + Greedy sets are just as small!
– “Free” iterative reduce followed by final reduction

• Greedy isn’t always the right choice



Algorithm Comparison



Algorithm Comparison log(2)



When to stop?

• Bigger codebases need more files
• Bigger codebases don’t “compress” as well

1. Stop when the curve flattens
– Sadly, the curve is wiggly

2. Stop when the set is bigger than you can fuzz!
– Fuzzing throughput ftw!



Wiggly Curve – 27k traces

100 trace rolling average of new edges



When to stop?

• Getting “full coverage” for large apps may be ‘hard’

• IDA found almost 5.5 million bbls in selected Word
libs
– wwlib.dll, mso.dll, WINWORD.EXE (788)

• We cover ONLY 320k blocks, 470k edges after 27k
traces
– But we’re still going



Prospector
Step 3: Finding the best test set



Prospector Architecture

• “Assembly Line” style work pattern
• Designed to SCALE!
• Small, task focused workers
• Easy to debug, no Threads, no Reactor
• Easy to add new workers (eg IterativeReducer)
• Work queues – beanstalkd
• KV Store - Tokyo Cabinet



Prospector Architecture

• Extreme ( but expensive ) Set compression
– 15-20MB tracer output -> 6-15KB DB record

• Parallelize by just starting more workers
– Not quite that simple
– queue coordination, concurrent access to DB

• Redis for concurrency, AMQP for coordination
– In the future, anyway...
– We have 64 tracers, not worth it yet for us



Untraced: Raw files from Surveyor + Fetching

Traced: Sets of unique Edges

Reduced: First pass reduction

Reduced Set Filenames

Compressed: Packed traces

trace_insert_worker.rb x 1

trace_worker.rb x 64

trace_compression_worker.rb x 1

iterative_reduction_worker.rb x 1

trace_insert_worker.rb x 1

TCπ



Warez
• Download here:

https://github.com/grugq/RunTracer

• Pros:
– Tracer actually works
– Scales to 100s of machines fairly easily (working on 1000s)

• Bugs:
– Hacker-level documentation (little)
– Example Win32 wrapper around ccovtrace.dll coupled to Word

(totally generic GUI instrumentation is hard)

PS: Also calculates Pi via Monte Carlo simulation, using fetching’s MD5
filenames as x,y coords. No Extra Charge.

π


